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  Linear layer, batch * sequence length = 32kStandard fp16 (sum of parts)
SwitchBack int8 (sum of parts)
Matmul XW (standard)
Matmul GW (standard)
Matmul GX (both)
Int8 Matmul XW (switchback)
Int8 Matmul GW (switchback)
Quantize rowwise X (switchback)
Quantize rowwise G (switchback)
Quatnize global W (switchback)
Quantize gloabl and
transpose W (switchback)
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  Linear layer summary, varying dimensions

batch * sequence length = 16384
batch * sequence length = 32768
batch * sequence length = 65536
batch * sequence length = 131072


